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Abstract
We focus on measuring the aggregate throughput delivered by 12 Intel® SSD DC P3700 for NVMe cards
installed on the SGI UV 300 scale-up system in the City University of New York (CUNY) High Performance
Computing Center (HPCC). We establish a performance baseline for a single SSD. The 12 SSDs are
assembled into a single RAID-0 volume using Linux Software RAID and the XVM Volume Manager. The
aggregate read and write throughput is measured against different configurations that include the XFS
and the GPFS file systems. We show that for some configurations throughput scales almost linearly when
compared to the single DC P3700 baseline.
1. Introduction
Flash storage is enjoying growing popularity. Typically PCIe NVMe Flash Storage is used to bridge the
latency gap between DRAM-based main memory and disk-based non-volatile storage, particularly for
applications with random access patterns. Here, random IOPS performance of SSDs is generally the
characteristic attracting the most attention. This is understandable, since designing a file system with
high IOPS performance is a major cost driver. There are, however, still many workloads in highperformance computing (HPC) that can benefit from the improved sequential access throughput
performance provided by SSDs.
For sequential read/writes, a single Intel P3700 2 TB add-in-card can deliver 2.8 GB/s for reads and 2 GB/s
for sequential writes [1]. As SGI demonstrated at the Supercomputing 2014 conference [2] the UV 300
scale-up x86 system is capable of hosting up to 64 Intel P3700 cards with an aggregate performance of
180GB/s of sequential throughput. Other than SGI's Supercomputing announcements, to the best of our
knowledge there have been no other benchmarks demonstrating this kind of scaling on a single x86 Linuxbased system using different volume managers or file systems.
2. Motivation and Background
Transferring large data sets in and out of a server node with a DRAM configuration of 12-TB is part of a
Proof of Concept (POC) project at the CUNY HPCC investigating the potential performance benefits of PCIe
NVMe Flash Storage for kdb+ by Kx Systems [3], a popular commercial database used globally for high
performance, data-intensive applications. The datasets the database typically operates against can grow
anywhere from a few terabytes to multiple petabytes. The majority of the workloads are highly
sequential, read intensive I/O.
The results described on the following pages are the initial result from this POC project.
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2. 1. Hardware Architecture
The CUNY HPCC SGI UV 300 is named “APPEL”, in honor of Dr. Kenneth Appel, an alumnus of Queens
College/CUNY, known for his work in topology and, in particular, proving the four color map theorem with
Wolfgang Haken in 1976. APPEL is a multiprocessor distributed shared memory (DSM) system with 32
Intel Xeon Intel Xeon E7-8857 v2 3.00 GHz processors, (384 Ivy Bridge CPU cores), 12-TB of DDR3 memory,
12 NVIDIA K20m GPGPUs, and 2 Intel Xeon PHI KNC 2255 co-processors. A single Linux kernel is managing
all devices and sharing the memory of the system. The operating system is a standard SuSE Linux
Enterprise Server 11 distribution.
"APPEL" is a Cache Coherent Non-Uniform Memory Architecture (ccNUMA) system. Memory is physically
located at various distances from the processors. As a result, memory access times or latencies are
different or non-uniform. For example, in the diagram below, it takes less time for a processor located in
the left unit to reference its locally installed memory than to reference remote memory in the right unit.
SGI's interconnect, NUMAlink v7, makes it so that all of the processors can work sharing the single
memory space of 12-TB with a guaranteed latency of less than 500ns for any memory reference from any
processor [4].

Diagram 1: APPEL's system architecture
A single-rack SGI UV 300 comes with a total of 96 PCIe 3.0 slots. For the purposes of this testing, we
distributed twelve 2-TB Intel P3700 SSD cards in the available x16 slots across the system units. It should
be noted, however, that the P3700 only require x4 width, allowing for the addition, if required, of many
more P3700s (or other devices) in the UV300 configuration. The layout is shown in Diagram 2:

Diagram 2: APPEL's PCIe layout
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2.2. Drivers and Software
NVM Express (NVMe) driver. The Intel P3700 is the first generation of Intel SSDs based on the innovative
NVMe protocol. The traditional Linux block layer had already become a bottleneck to storage
performance as the advent of NAND Flash storage allowed systems to reach 800,000 IOPS [5]. NVMe
allows for increased parallelism by providing multiple I/O dispatch queues distributed so that there is a
local queue per NUMA node or processor. The Intel P3700 cards can support up to 31 NVMe I/O queues
and one admin queue. SGI modified the NVMe driver to optimize it for its UV systems so that the queues
are distributed evenly across the multiple CPU sockets in the system. Each process may now have its own
I/O submission and completion queue and an interrupt for each queue to the storage device, eliminating
the need for remote memory accesses [6][7]. The versions of the driver are: sgi-nvme-kmp-default1.0.0_3.0.76_0.11-sgi713a1.sles11sp3.x86_64.rpm and sgi-nvme-1.0.0-sgi713a1.sles11sp3.x86_64.rpm.
Linux MD driver with Intel's RSTe extensions. We use the Multiple Device Driver, known as Linux
Software RAID with Intel RSTe (IMSM metadata container), to create a striped RAID 0 device from all
twelve SSDs [8]. Besides its own formats for RAID volume metadata, Linux software RAID also supports
external metadata formats, such as Intel’s Rapid Storage Technology Enterprise (RSTe) extensions (IMSM
metadata container). The latest version of the mdadm userspace utility was downloaded from
http://git.neil.brown.name/?p=mdadm.git.
XVM Volume Manager. SGI's XVM is a NUMA-aware volume manager optimized for the UV 300 system.
Similar to Linux MD-RAID, we use XVM to create a logical volume that is striped across all twelve SSDs.
XFS File system. XFS is a popular high-performance journaling file system, which is capable of handling file
systems as large as 9 million terabytes [9], and is used at our HPC center.
GPFS file system. The General Parallel File System, recently rebranded as Spectrum Scale, and also in use
at the CUNY HPC Center, is a high-performance parallel file system developed by IBM. Rather than relying
on striping in a separate volume manager layer, GPFS implements striping at the file system level [10].
3. Methodology
Because the database in our POC project, Kx Systems’, kdb+, demonstrates highly sequential read I/O for
historic and real-time data, we optimize and measure the throughput performance of the Intel P3700
SSDs under a variety of volume manager and file system configurations. For this purpose, we use the wellknown IOR benchmark [11] developed by Lawrence Livermore National Laboratory.
IOR, is an MPI-coordinated benchmark. We compile and execute it using the Message Passing Toolkit
(MPT) which is SGI's MPI implementation. The most significant IOR options used in our tests are:
•
•
•
•
•
•
•

-a POSIX
-B
-t transferSize
data file.
-s segmentCount
-N numTasks
-F filePerProc
-o directories

use the POSIX API for I/O .
use direct I/O, bypassing buffers.
size in bytes of a single I/O transaction transfering data from memory to the
controls the total amount of the size of the data file.
number of MPI threads participating in the test.
let each thread write to their own data file.
distribute the datafiles evenly on the specified directories.

Before all the tests, all SSD cards were securely erased using blkdiscard -v /dev/${DEV}. Each test
was run twice. The first set of numbers were discarded in an effort to approach the SSD's steady state.
The second set of numbers were recorded and are being presented here.
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Direct I/O (O_DIRECT flag) is commonly used with SSDs to boost bulk I/O operations by allowing the
applications to write directly to the storage device, bypassing the kernel page cache. The usage of the flag
in production systems is complicated, because it requires asynchronous writes with a large queue depth
and is also controversial [12]. However, considering the amount of 12 TB memory available in our system,
we made a conscious decision to use it during these tests in an attempt to keep the throughput results
from being obscured due to caching effects.
To establish a baseline, we first do a number of IOR test runs with a varying number of IOR threads
against a single P3700 formatted with XFS, and mounted with the noatime and nobarrier options to
remove some unnecessary file system overhead. Common practice in measuring throughput is to use
large transfer sizes, typically starting from 1MB and going forward towards 4, 8, or 16 MB. We decided
that our baseline will be the best read and write throughput results observed for transfer sizes of 1MB,
and these are the numbers we are recording.
Next, we format each of the twelve installed P3700 SSDs with XFS and mount them on the system. We
complete a series of read and write tests using transfer sizes of 1, 4, 8 and 16 MB. We repeat the test
using 33, 66, 99, 132, and 264 threads to find the minimum amount of server threads required to saturate
the SSDs.
Using the P3700 cards as individual file systems, however, has generally limited value. It would be more
interesting to assemble them in a RAID device and aggregate their storage capacity under one file system.
For this, we use two different methods to create the single volume. One is with SGI's XVM Volume
Manager. The other one is with Linux Software RAID (MD-RAID) with Intel Rapid Storage Technology
Enterprise extension (IMSM metadata container). In both cases we create a striped, RAID-0 volume,
without being concerned about redundancy or mirroring. We format the volume with the XFS filesystem.
As before, we complete a series of read and write tests with transfer sizes of 1 to 16 MB and we repeat
using 33, 66, 99, 132, and 264 threads.
Finally, we format a single GPFS file system configuring each of the raw /dev/nvme* devices as NSD
drives. An important consideration when creating a GPFS file system is the selection of the appropriate
block size, a variable set at format time. In the GPFS version 3.5.0.26 that we use for this test, allowed
block sizes are between 64 KB and 8 MB. When optimizing a GPFS file system for throughput, larger block
sizes are preferred, although this tends to waste storage space, particularly when small files are stored on
the file system. We repeated the same collection of tests as before, for two GPFS instances, one with a
block size of 1 MB and one with 4 MB.

3.1 System Tuning
NVMe Queue Distribution. The SGI-modified NVMe driver calculates the optimal queue distribution
across all available processor sockets so that each socket gets at least one queue and generates CPU
interrupt affinity [6]. SGI’s IRQ balancer, sgi_irqbalance, currently has no awareness of this driver so it was
disabled. After rebooting the system, the following script was used to set the affinity in accordance with
the driver hints for all Intel NVMe devices in the system:
# find /proc/irq/*/nvme* | cut -d/ -f4 | xargs -I '{}' \
sh -c "cat /proc/irq/{}/affinity_hint > /proc/irq/{}/smp_affinity"

C1E power settings. To prevent inactive sockets entering power saving mode and impacting measured
performance, we disabled C1E state on all CPUs on the system using the following script:
# for p in $(seq $(sed 's/-/ /' /sys/devices/system/cpu/online)); \
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do wrmsr -p $p 0x1fc 0x35040041; done

Hyperthreading is disabled on this UV 300 system.
4. Test results
The configuration of the tests and their results are presented below.
4.1 Test 1: Baseline - One Intel P3700 card formatted with XFS
Configuration
A single Intel P3700 card is formatted and mounted as follows:
# mkfs.xfs -f -K -d su=128k,sw=1 /dev/nvme0n1
# mount -t xfs /dev/nvme0n1 /p3700/0

The command line used is:
$ /scratch/nikos/IOR/src/C/IOR -a POSIX -B -e -t 1m -b 1m -s 10000 -N 6 -C –F

Results
• Write result: 2.05 GB/s, achieved using 6 threads and IOR transfer size of 1MB.
• Read result: 2.78GB/s achieved using 6 threads and IOR transfer size of 1MB.
During this test, iostat reports close to 100% utilization for the /dev/nvme* device. However, it should be
stressed that IOR is a synthetic, best-case-scenario benchmark; the real world application performance
may be less.
4.2 Test 2: Twelve Intel P3700 cards, one XFS file system per card
Configuration
12 Intel P3700 cards are formatted as in Test 1 and mounted under 12 separate mount points below
/p3700:
# mount -t xfs /dev/nvme0n1 /p3700/0
# mount -t xfs /dev/nvme11n1 /p3700/11

IOR is run using 33 to 264 threads. We are testing with IOR transfer sizes from 1MB to 16 MB. During each
run, IOR is writing on all Intel cards simultaneously.
Example command IOR line used:
$ mpiexec_mpt /scratch/nikos/IOR/src/C/IOR -a POSIX -B -e -t 1m -b 1m \
-s 10000 -N 132 -C -F -k -o 0/0@1/1@2/2@3/3@4/4@5/5@6/6@7/7@8/8@9/9@10/10@11/11

Results
• Best write result: 24.1 GB/s, using at least 132 threads and transfer size of 1 MB.
• Best read result: 32.9 GB/s, using at lest 132 threads and transfer size of 1 MB.
During the test, iostat reported close to 100% utilization for the NVMe devices.
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Test 2. With 33 IOR threads, 1MB reads show an
81% scalability and 1 MB writes are at 90%
scalability. With 132 IOR threads, the comparable
percentages are each close to 100%. This is due
to the fact that there is no additional overhead on
the P3700 cards over the single-card, single-file
system setup. This is important in the context of
our POC project, since our application can be
configured with multiple I/O processes, each using
a separate physical directory for its own dataset.
This setup gave the best overall performance
among all our tests. Note that the results of all
four write tests are shown in the chart and so
closely overlap in performance that the distinct
lines are not easily visible.

4.3 Test 3: Twelve Intel P3700 cards, one GPFS file system with 1M block size
Configuration
For this test, GPFS version v3.5.0.26 is set up as a single file system with each of the raw /dev/nvme*
devices as NSD drives. It is created using 1M as block size and mounted as follows:
# mmcrfs p3700 -F p3700.lst –B 1M -v no -n 32 -j scatter -T/global/p3700 -A no
# mmmount /global/p3700 -o dio,nomtime,noatime

Tests are run inside the NSD server, the UV 300 itself. No remote clients are involved in any test.
IOR is run using 33 to 264 threads with IOR transfer sizes from 1MB to 16 MB.
Example IOR command line used:
$ mpiexec_mpt /scratch/nikos/IOR/src/C/IOR -a POSIX -B -e -t 1m -b 1m \
-s 1000 –N 33 -C -F –k

Results
• Best read result: 31.6 GB/s, with 66 threads and transfer size of 16 MB, although very similar
numbers were observed using 1MB of transfer size.
• Best write result: 18.8 GB/s, using 33 threads and transfer size of 16 MB.
Test 3. Although read performance using GPFS
was comparable to the results from Test 2 using
XFS with 95% scalability at 66 IOR threads, write
performance was decidedly not, with only 31%
scalability. We expect that newer versions of GPFS
with tuning for NVMe drives will show better
performance on writes.
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4.4 Test 4: Twelve Intel DC P3700 cards, one GPFS file system with 4M block size
Configuration
GPFS version v3.5.0.26 is set up with each of the raw /dev/nvme* devices as NSD drives. It is created
using 4M as block size and mounted as follows:
# mmcrfs p3700 -F p3700.lst –B 4M -v no -n 32 -j scatter -T/global/p3700 -A no
# mmmount /global/p3700 -o dio,nomtime,noatime

No remote clients were involved. IOR is run using 33 to 264 threads and tested with IOR transfer sizes
from 1MB to 16 MB.
Example command line used:
$ mpiexec_mpt /scratch/nikos/IOR/src/C/IOR -a POSIX -B -e -t 1m -b 1m -s 1000 –
N 66 -C -F –k

Results
• Best read result: 31.3 GB/s, using 99 threads and IOR transfer size of 16MB (although very similar
numbers were achieved using 1 MB transfer size).
• Best write result: 22.4 GB/s, using 66 threads and IOR transfer size of 16 MB.

Test 4. Formatting using a larger, 4MB GPFS block
size, improved performance for large sequential
writes compared to Test 3, but results still lagged
compared to Test 2 with XFS. Again, we expect
that newer versions of GPFS with tuning for NVMe
drives will show better performance on writes.
Read performance remained excellent for a single
file system spread over 12 NVMe cards.

4.5 Test 5a: Twelve Intel P3700 cards, MD-RAID, one XFS file system
Configuration
In this test, all /dev/nvme* devices are assembled in a RAID-0 array using Linux Software RAID (MD-RAID).
On top of the array, an XFS file system is laid out, using the default formatting options:
# mdadm --create /dev/md0 --chunk=128 --level=0 --raid-devices=12 /dev/nvme0n1
/dev/nvme1n1 /dev/nvme2n1 /dev/nvme3n1 /dev/nvme4n1 /dev/nvme5n1 /dev/nvme6n1
/dev/nvme7n1 /dev/nvme8n1 /dev/nvme9n1 /dev/nvme10n1 /dev/nvme11n1
# mkfs.xfs -k /dev/md0
# mount -o noatime,nodiratime,nobarrier /dev/md0 /scratch_ssd/

IOR is run using 33 to 264 threads, and on each round we test with IOR transfer sizes from 1MB to 16 MB.
We use IOR with the POSIX API, one file-per-process, doing sequential writes.
Example command line:
$ mpiexec_mpt /scratch/nikos/IOR/src/C/IOR -a POSIX -B -e -t 1m -b 1m -s 10000
-N 66 -C -F -k

7

Results
• Best read result: 29.8 GB/s, using 66 threads and transfer size of 4 MB.
• Best write result: 23.9 GB/s, using 66 threads and transfer size of 8 MB.
During the test, iostat reports close to 100% utilization for all NVMe devices.
Test 5a. This setup using 1 XFS file system over
MD-RAID gave the excellent and the most
consistent performance among the three prior
scenarios.

4.6 Test 5b: Twelve Intel P3700 cards, MD-RAID with RSTe, one XFS file system
Configuration
This test is very similar to Test 5a, with the difference that we are creating the volume using the Intel
13
Storage Technology Enterprise RAID metadata format, which enables Intel RSTe features [ ], such as
creating multiple volumes within the same array. Also, instead of formatting the raw /dev/md0 device, we
partition it first. We use the following commands to set the array, partition, format and mount it:
# mdadm -C /dev/md/imsm /dev/nvme0n1 /dev/nvme1n1 /dev/nvme2n1 /dev/nvme3n1
/dev/nvme4n1 /dev/nvme5n1 /dev/nvme6n1 /dev/nvme7n1 /dev/nvme8n1 /dev/nvme9n1
/dev/nvme10n1 /dev/nvme11n1 -n 12 -e imsm -f
# mdadm -C /dev/md0 /dev/md/imsm -n 12 -l 0 -f
# parted /dev/md0 mklabel gpt
# parted /dev/md0 mkpart primary 2097152B 100%
# parted /dev/md0 align-check opt 1
# mkfs.xfs -f -K /dev/md0p1
# mount -o noatime,nodiratime,nobarrier /dev/md0p1 /scratch_ssd/

As before, IOR is run using 33 to 264 threads, and on each round we test with IOR transfer sizes netween
1MB to 16 MB
Results
• Best read result: 29.9 GB/s using 66 threads and transfer size of 4MB.
• Best write result: 24.2 GB/s using 66 threads and transfer size of 8MB.
During the test, iostat reports close to 100% utilization for all NVMe devices.
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Test 5b. This setup using 1 XFS file system over
MD-RAID/IMSM, gave excellent performance,
marginally better to that of MD-RAID, but the
performance was slightly less consistent across the
number of IOR threads.

4.7 Test 6: Twelve Intel DC P3700 cards, XVM volume manager, one XFS file system
Configuration
For this test we install the latest XVM 3.4 binaries from SGI. All /dev/nvme* devices are assembled in a
basic striped XVM volume using SGI's xvmgr. On top of the volume, an XFS file system was laid out, using
default formatting options.
IOR is run using 33 to 264 threads, and on each round we test with IOR transfer sizes between 1MB and
16 MB.
Results
Best read result: 28.9 GB/s, using 66 threads and transfer size of 16 MB.
Best write result: 23.8 GB/s, using 66 threads and transfer size of 8 MB.

Test 6. The results for this setup were similar to
Tests 5a and 5b (XFS over MD-RAID), with the
latter two giving marginally better and more
consistent performance.
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6. Conclusion
We evaluated the sequential throughput performance of a collection of 12 Intel P3700 NVMe Flash cards
installed on a single SGI UV 300 system. Although the UV 300 can support many more SSD cards, our
system has only 12 installed. These cards are typically installed in HPC environments aiming for high IOPS.
We found that they offer excellent throughput performance, slightly better than the published
specifications, for sequential reads and writes. We tested the DC P3700 SSDs using different file systems
and volume managers. Throughput displayed excellent scalar performance compared to the single card
baseline numbers with very little overhead.
The configuration that gave the best overall performance among all our tests, 32.9 GB/s read and 24.1
GB/s write, is in Test 2 where we do not put a single volume on top of all the SSDs, but when we use them
formatted and mounted as individual file systems. This is acceptable for our POC project, since our
application can be configured with multiple I/O processes, each using a separate physical directory with
its own dataset.
Following closely are the results in Test 5b, where we stripe the SSDs using Linux Software RAID with
Intel's IMSM extensions and achieving a throughput of 29.9 MB/s read and 24.2 MB/s write. Although
write throughput is the same as in the best-case scenario where the SSDs are individually formatted and
mounted, there seems to be a 9.1% tax in read throughput. We believe the most probable reason for this,
it that the /dev/md0 virtual device in MD-RAID still suffers from the classic architectural limitation in the
Linux block layer of a single submission-completion queue for block devices, even if the underlying NVMe
devices support the new block-multiqueue architecture.
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